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Abstract In models of multi-level selection, the property of Darwinian fitness is

attributed to entities at more than one level of the biological hierarchy, e.g. indi-

viduals and groups. However, the relation between individual and group fitness is a

controversial matter. Theorists disagree about whether group fitness should always,

or ever, be defined as total (or average) individual fitness. This paper tries to shed

light on the issue by drawing on work in social choice theory, and pursuing an

analogy between fitness and utility. Social choice theorists have long been interested

in the relation between individual and social utility, and have identified conditions

under which social utility equals total (or average) individual utility. These ideas are

used to shed light on the biological problem.

Keywords Fitness � Utility � Multi-level selection � Social choice �
Evolutionary transitions

Introduction

The theory of multi-level selection deals with situations where natural selection acts at

more than one level of the biological hierarchy; often, this produces evolutionary

outcomes that could have not have arisen via selection at a single level. Modern multi-

level selection theory emerged from the ‘units of selection’ discussion of the 1970s and

80s but has increasingly assumed a life of its own, thanks in part to its potential to help

explain ‘major evolutionary transitions’, a topic that was not addressed in the earlier

discussions. Such transitions occurs when a number of free-living individuals,

originally capable of surviving and reproducing alone, coalesce into a single group,

abandoning their free-living existence and becoming parts of a new, higher-level
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individual. This process has occurred numerous times in the history of life, giving rise

to the modern biological hierarchy, and is very naturally studied using a multi-level

selection framework (Buss 1987; Maynard Smith and Szathmary 1995; Queller 2000,

1997; Michod 1999; Okasha 2006; Sterelny and Calcott 2009).

My aim in this paper is to explore a conceptual issue that has caused much confusion

in the literature on multi-level selection, namely the relation between the fitness of

entities at different hierarchical levels, e.g. individuals and groups. Specifically, the

issue that concerns me is whether or not we should think of a group’s fitness as the sum

(or average) of the fitnesses of the individuals in the group. Though this issue has

received extensive discussion in the literature, I hope to shed new light on it by drawing

on ideas from social choice theory.1 This may sound unlikely, given that social choice

theory and evolutionary biology are rather different intellectual pursuits. However, the

issue about individual and group fitness is strikingly analogous to a well-known issue

in social choice theory, concerning the relation between individual and group utility.2

The latter issue has been extensively studied, and a number of formal results

established. My aim is to use these results to shed light on the biological problem.

The structure of this paper is as follows. The section ‘‘The relation between

individual and group fitness’’ discusses the relation between individual and group

fitness in multi-level selection theory. The section ‘‘Michod’s model for evolution of

multi-cellularity’’ outlines a recent model developed by Michod et al. (2006) for

studying the evolution of multi-cellularity, in which group fitness is explicitly not

identified with total individual fitness. The section ‘‘Social choice theory: a brief

introduction’’ offers a brief introduction to social choice theory using Sen’s ‘social

welfare functional’ (SWFL) approach. The section ‘‘Axioms on social welfare

functionals’’ discusses various axioms on SWFLs which social choice theorists have

defended. The section ‘‘Utilitarianism’’ outlines the conditions under which the

SWFL is utilitarian, i.e. society’s preference between alternatives is determined by

the sum of the individual utilities in each alternative. The section ‘‘Utility and

fitness’’ defends an analogy between utility and fitness; this paves the way for the

section ‘‘Evolutionary interpretation of social choice theory’’, which shows how

social choice theory can be given an evolutionary interpretation. The section

‘‘Michod’s model re-visited’’ re-visits Michod’s model, showing how, transposed to

a social choice context, the model leads to Pareto-violations; such violations can

help pin down the elusive notion of ‘fitness decoupling’. The section ‘‘Conclusion’’

brings together the discussion and concludes.

The relation between individual and group fitness

As is well-known, for natural selection (at a single level) to take place, the entities in

a population must differ in fitness, and the fitness differences must correlate with

1 Social choice theory is a branch of decision theory which is concerned with devising aggregation

mechanisms for forming ‘social preferences’, or ‘social choices’ from the preferences/choices of

individuals in a society. See for example Sen (1986), Bossert and Weymark (2004) or Gaertner (2006) for

good overviews.
2 ‘Group utility’ would normally be called ‘social utility’ in the social choice theory literature.
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phenotypic differences; if in addition these differences are heritable, then

evolutionary change results. For multi-level selection to take place, therefore, a

population must exhibit fitness differences and associated phenotypic differences at

more than one hierarchical level. So the concept of multi-level selection requires

that the property of Darwinian fitness be applied to entities at multiple levels. This

raises a natural question: what is the relation between the fitness of entities at the

lower and the higher levels?

To fix ideas, consider a two level system, consisting of individuals of different

types nested within groups, as in Fig. 1 below. (‘Individual’ and ‘group’ are purely

abstract designations here, and do not denote fixed levels in the hierarchy). Since the

individuals within a group vary in type, there is the potential for individual-level

selection to operate within each group; since the groups themselves vary—with

respect to composition and possibly in other respects too—there is also the potential

for group-level selection. For the latter to occur, obviously, the groups must differ in

fitness. Thus we face the question: how does the fitness of a group relate to the

fitness of its constituent individuals?

One possible answer is that a group’s fitness is simply the sum of the individual

fitnesses. So if an individual’s fitness is defined as the number of offspring it

produces,3 a group’s fitness is then the total number of offspring produced by all the

group’s members. (A variant on this answer defines group fitness as average rather

than total individual fitness; obviously, these coincide if all groups are the same

size). This notion of group fitness seems natural in many contexts, particularly

where the groups are fairly loosely integrated, e.g. wolf packs or buffalo herds.

Indeed, if we wanted to talk about the fitness of a wolf pack, it is hard to see what

this could mean other than the sum of the fitnesses of the individual wolves.

This consideration is bolstered by the fact that most formal models of multi-level

selection (though not all) do in fact define group fitness as total (or average)

individual fitness. In particular, those models that employ the famous Price equation

typically adopt this definition of group fitness (Hamilton 1975; Price 1972; Queller

1992; Sober and Wilson 1998; Michod 1999; Okasha 2006). The Price equation

allows the total evolutionary change, in a two-level scenario, to be partitioned into a

group selection component and an individual selection component; the former

equals the covariance between group fitness and group phenotype, where group
fitness means average individual fitness.4 Since the Price equation is a widely used

Fig. 1 A multi-level system

3 This is sometimes called ‘realized fitness’, and is the appropriate measure of fitness in a model in which

stochastic factors are ignored.
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tool among multi-level selection theorists, and is often taken to define what

individual and group selection actually mean, it is fair to say that defining group

fitness as total or average individual fitness is the standard view.

However, at least five arguments can be found in the literature against this view.

Firstly, the definition seems too liberal, since it allows any collection of organisms,

however un-integrated, to possess the property of Darwinian fitness (Maynard Smith

2002). Secondly, a well-known argument of Damuth and Heisler (1988) says that

multi-level selection can be of two different types, and that in type 2 (MLS2), a

group’s fitness must be defined as the number of offspring groups that it leaves—a

quantity which bears no necessary relation to the average or total fitness of its

constituent individuals. Thirdly, Rice (2004) argues that in multi-level scenarios

where the generation time of the groups is very different from that of the

individuals—as for example in species selection—it may not be appropriate to

define group fitness in terms of individual fitness. Fourthly, Vrba (1989) and others

have argued that for a genuine process of group-level selection, that is not a mere

side-effect of lower-level selection, group fitness should be ‘defined in its own

terms’, not equated with total or average individual fitness.

Fifthly and most interestingly, Rick Michod and co-workers have advanced a novel

argument, in the context of the evolutionary transitions, for not defining group fitness

as average or total individual fitness (Michod 2005; Michod et al. 2006; Michod and

Nedelcu 2003). Michod argues that during an evolutionary transition, such as the

formation of multi-celled aggregates from single-celled ancestors, the group’s fitness

becomes gradually ‘decoupled’ from that of its constituents individuals, as the

individuals start to specialise in the components of the group’s fitness.5 When the

transition is complete, the individuals have lost the ability to survive and reproduce

independently, so no longer possess Darwinian fitness at all; rather, they are parts of a

larger whole that does have fitness. So fitness is ‘exported’ up the biological hierarchy.

This implies, obviously, that the fitness of the whole cannot be equated with the total

fitness of its parts, since the latter is zero. Michod’s argument pertains specifically to

evolutionary transitions, rather than to multi-level selection theory generally.

A full analysis of these five arguments cannot be undertaken here; see Okasha

(2006) for discussion of the first four. However, Michod’s argument is worth

analysing further, both because of its novelty and because it relates directly to the

issues in social choice theory discussed in subsequent sections.

Michod’s model for evolution of multi-cellularity

Michod and co-workers use the volvocine green algae as a model system for

studying the evolution of multi-cellularity, and for testing their theoretical ideas

4 In fact, total rather than average individual fitness is the salient notion of group fitness in the Price

equation, since the covariance is actually a weighted covariance, where the weights are the group sizes

(Okasha 2006, p. 65 n. 26).
5 Thus Michod and Nedelcu (2003) write: ‘‘group fitness is, initially, taken to be the average of the

lower-level individual fitnesses; but as the evolutionary transition proceeds, group fitness becomes

decoupled from the fitness of its lower-level components’’ (p. 66).
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(Michod et al. 2006; Michod 2005). This is a good choice of model because the

different volvocine species have evolved multi-cellularity to different degrees, as

depicted in Fig. 2. For example, cells of the species Gonium pectorale live in

loosely organised clonal groups; but the cells retain their autonomy, are not

differentiated, and can survive and reproduce independently of the group. It is most

natural to think of a Gonium colony as a collection of single-celled creatures, rather

than as a multi-celled creature. On the other hand, Volvox carteri colonies are

integrated multi-celled aggregates with germ-soma separation—meaning that some

cells have abandoned reproduction in order to perform somatic duties for the benefit

of the group. It is most natural to think of a Volvox colony as a rudimentary multi-

celled creature.

Michod’s goal is to understand the evolutionary forces that explain why some

volvocine species make the transition to full multi-cellularity but not others.

Importantly, the answer does not lie in kinship—for the colonies in all the volvocine

species are formed from a single-celled ancestor, hence clonal. The difference

between them must lie elsewhere. Michod identifies germ-soma division, i.e.

reproductive division of labour, as the key to ‘real’ multi-cellularity, and devises a

number of models to help explain how it evolved. His simplest model is an

optimization model based on life-history theory, which tries to isolate the conditions

under which germ-soma specialisation will be advantageous to the group. (The

rationale for invoking group-level advantage, of course, is the fact that the

volvocine colonies are clonal—hence selection must be at the colony (group) level).

Fig. 2 Volvocine colonies. a Gonium pectorale; b Eudorina pectorale; c Pleodorina californica; d
Volvox carteri
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Michod’s model goes as follows. Consider an individual cell. Like any organism,

the cell needs to invest in both viability (v) and fecundity (b); its total fitness is the

product of its investment in both. (To see why it is appropriate to multiply these two

quantities, think of v as the probability of surviving to reproductive age, and b as the

number of offspring produced if one survives). Thus the fitness of the ith cell is vibi.

Obviously, there is a trade-off between investing in v and b—they cannot be

maximised simultaneously.

Now consider a colony of n cells living together. The average fitness of the cells,

considered singly, is C = 1/n Rvibi. However, Michod argues that the quantity C
does not represent group (colony) fitness. To calculate group fitness, he argues, we

need to compute the group’s viability (V) and fecundity (B) separately, then

multiply them. The simplest assumption about group viability and fecundity is that

each is the average (or total) of the individual investments in viability and fecundity,

i.e. V = 1/n Rvi and B = 1/n Rbi. (Michod et al. (2006) offer biological reasons,

deriving from the nature of volvocine colony structure, for why these simple

linearity assumptions are reasonable). Given these assumptions, group fitness

G = VB = (1/n Rvi � 1/n Rbi). It then follows that group fitness G and average cell

fitness C are related by the equation G = C - Cov (vi, bi), i.e. G equals C minus the

covariance between v and b. Since this covariance must be negative or zero, given

that there is a trade-off between investment in v and b, G will in general be larger

than C [See Table 1].

The next stage in Michod’s analysis is to apply optimization techniques to G, i.e.

to determine the investments in v and b, for each cell, that maximise the value of G.

They find that if the trade-off between v and b is convex, as in Fig. 3 below, then G
will tend to be maximised if there is reproductive division-of-labour, i.e. if some

cells specialise in v, others in b. By contrast, with a linear or concave trade-off

between v and b, specialization confers no group advantage—maximisation of G
does not require that some cells specialise in v and others in b.6 Michod thus argues

that the crucial factor promoting germ-soma separation, and thus the evolution of

full multi-cellularity, is the shape of the v/b trade-off. Only those volvocine species

in which the v/b trade-off is strongly convex will be expected to evolve into

cohesive multi-celled creatures, like Volvox.

The crucial point about this model, for my purposes in this paper, is the fact that

group fitness G is not defined as average (or total) cell fitness C. This fact plays a

Table 1 Michod et al.’s (2006)

model for evolution of multi-

cellularity

Viability of ith cell: vi Group viability: V = 1/n Rvi

Fecundity of ith cell: bi Group fecundity: B = 1/n Rbi

Fitness of ith cell: vibi Group fitness: G = VB

Average cell fitness: C = 1/n Rvibi

Relation between G and C: G = C - Cov (vi, bi)

6 Essentially, a linear trade-off means that if the cells specialise, this will reduce Cov (vi, bi) but reduce C
by the same amount, with no overall effect on G. A concave trade-off means that specialization will

reduce Cov (vi, bi) but reduce C by even more. (Remember that Cov (vi, bi) is less than zero, so reducing it

increases G).
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key role in the model. It is because of how G is defined that Michod can make room

for the idea that the group may benefit from reproductive division-of-labour. To see

this, consider the extreme case where there is complete germ-soma specialisation—

a cell either focuses entirely on viability (so bi = 0), or entirely on fecundity (so

vi = 0). Clearly, this means that each cell has an individual fitness (vibi) of zero, so

average cell fitness C is zero too. Group fitness G, however, defined in Michod’s

way, may be very high—essentially, because some cells’ null investment in v (or b)

may be offset by other cells’ high investment in v (or b). Had group fitness been

defined as average cell fitness, this would not be possible.

The possibility described above—of complete germ-soma specialisation—is not

just a thought experiment. Rather, it describes the end-point of the evolutionary

transition, when the multi-celled aggregate has evolved true individuality, and the

cells have lost their status as Darwinian individuals—they are now parts of a larger

individual. Thus Michod’s model has the welcome consequence that once the

transition has gone to completion, the lower-level units (cells, in this case), cease to
have Darwinian fitness. It is only during the transitional stages that both the cells and

the multi-celled aggregate have non-zero fitness. (This is a welcome consequence

because if one considers a modern metazoan, for example, it is most odd to think of

its constituent cells as bearers of fitness). The orthodox approaches to multi-level

selection theory, which do define group fitness as average (or total) individual fitness,

do not have the resources to capture this aspect of evolutionary transitions.

In the section ‘‘Michod’s model re-visited’’, I re-visit Michod’s model, and show

how his definition of group fitness G implies that the dependence of group fitness on

individual fitnesses violates certain standard principles of social choice theory.

Social choice theory: a brief introduction

Social choice theory deals with the problem of aggregating individuals’ preferences,

over a set of alternatives, into a single ‘social preference’. For example, the

alternatives might be (1) building a hospital, (2) opening a new school, (3) building

Fig. 3 Convex trade-off between a cell’s investment in viability (v) and fecundity (b)
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a swimming pool and (4) cutting taxation. Different individuals in society are likely

to have difference preferences over the alternatives (1)–(4); the task is to form a

social preference ranking from these. Social choice theorists study the consequences

of various different principles for constructing a social preference ranking.

Here I adopt the approach to social choice theory pioneered by Sen (1970). There

is a finite set of alternatives A, and a finite set of individuals S, containing n
members. Each individual in S has a utility function u defined over the alternatives,

i.e. a function u: A?R which assigns a real number to each x [ A, which reflects

how much utility he gets from that alternative.7 The utility function of the ith

individual is denoted Ui, and Ui(x) denotes the utility he gets from x. A profile of

utility functions hU1…Uni is an n-tuple, with one utility function for each member

of society. Thus for any alternative x [ A, the vector hU1(x)…Un(x)i —which is a

vector of utility numbers, not functions—specifies how much utility that alternative

brings to each individual in society. For simplicity, the profile hU1…Uni will be

denoted U, and the vector hU1(x)…Un(x)i will be denoted U(x). The set of all

possible profiles of utility functions is denoted U.

A SWFL is a function F that assigns to any profile of utility functions hU1…Uni a

single social ordering of the alternatives in A; this ordering allows us to rank the

alternatives in terms of their ‘social preferability’. (Formally, an ordering is a binary

relation that is reflexive, transitive and complete). Therefore, the SWFL is a

function F: U ? O, where O is the set of all orderings of A. So the function F takes

as input a profile of utility functions, one for each member of society, and yields as

output a social ordering, or ranking, of all the alternatives in A. The social ordering

can be thought of as the preference order of ‘society as a whole’.

Some notation will help simplify the exposition. If U is a profile of utility

functions, let F(U) be the social ordering that the function F assigns to U; we will

write F(U) = RU. Therefore, RU is a social ordering of the alternatives; xRUy means

that according to RU, alternative x is at least as socially preferable as alternative y,

i.e. y is not socially preferable to x. RU is called the relation of weak social

preference. The corresponding relations of strict social preference PU and social

indifference IU can be defined from RU in the usual way.8

An example may help illustrate how this works. Table 2 below shows

hypothetical utility values for five individuals in a society, for each of four social

Table 2 Utilities for five

individuals and four social

alternatives

Individuals

Alternatives I1 I2 I3 I4 I5

Build hospital 5 6 3 9 8

Build school 10 15 2 6 7

Build swimming pool 4 2 9 12 16

Cut tax 6 8 3 2 1

7 The crucial question of what utility numbers really measure, and whether they are inter-personally

comparable, are discussed in Sect. ‘‘Axioms on social welfare functionals’’.
8 Thus xPUy iff xRUy and it is not the case that yRUx; and xIUy iff xRUy and yRUx.
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alternatives. (So for example, the first column indicates that individual I1 would get

five units of utility (utils) if a hospital were built, ten if a school were built, and so-

on). Table 2 thus consists of a single profile of utility functions, one for each of the

five individuals, defined over the set of alternatives (hospital, school, swimming

pool, tax cut). Given the information in the table, an SWFL is a rule that enables us

to rank the four social alternatives in terms of how ‘socially preferable’ they are. So

the input to the SWFL is the information in Table 2; the output is a social ordering

of the alternatives.

One possible SWFL is the utilitarian rule, which ranks alternatives by the total

utility that they bring to the members of society. Applied to Table 2, a utilitarian

SWFL would rank the alternatives in the following order: (1) Swimming Pool, (2)

School, (3) Hospital, (4) Tax Cut. Another alternative is the Rawlsian maximin rule,

which ranks alternatives by how well the least fortunate person fares in each.

Applied to Table 2, a maximin SWFL would yield the ranking: (1) Hospital, (2)

(joint) School, Swimming Pool, (3) Tax Cut. Clearly, there exist many other

possible SWFLs besides these two.

Axioms on social welfare functionals

Social choice theorists have proposed a number of axioms that F, the SWFL, should

satisfy. Three fairly uncontroversial axioms are:

Unrestricted Domain (U): the domain of F is U, the set of all possible utility

profiles

This axiom says that the function F should be defined for all possible utility

profiles, i.e. whatever the utility functions the individuals in society happen to have,

the SWFL must produce a social ranking. Thus there is no a priori restriction on the

permissible utility functions.

Binary Independence of Irrelevant Alternatives (I): for all x, y [ A, and for all

U, V [ U, if U(x) = V(x) and U(y) = V(y), then xRUy iff xRVy

This axiom says that the social ranking of two alternatives x and y should not

depend on the utility levels associated with other alternatives; so if two profiles of

utility functions U and V coincide over x and y, then the SWFL as applied to U must

yield the same ordering of x and y as when applied to V.

Pareto Indifference (P): for all x, y [ A, and for all U [ U, if U(x) = U(y), then

xIUy.

This says that if all individuals receive the same amount of utility in alternative x
as they do in alternative y, then x and y are socially indifferent.

The conjunction of axioms U, I, and P is often called ‘welfarism’, for it implies

that the social ranking of any two alternatives depends only the utilities that

members of society receive in each alternative, i.e. non-welfare information is

irrelevant.

Two further axioms that we will use are:
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Anonymity (A): for all x, y [ A and for all profiles U, V [ U, if U is formed from

V by permuting the individuals, then xRUy iff xRVy

This axiom says that the SWFL F is impartial, i.e. it pays no attention to the

identity of individuals. So if profile U contains exactly the same utility functions as

profile V but with the individuals permuted, then the SWFL must yield the same

social ordering for the two profiles; it is the utilities that matter, not who gets them.

Thus for example, if there are two individuals, then the profiles hU1, U2i and hU2,

U1i must receive the same ranking, since one is a permutation of the other.

Weak Pareto (WP): for all x, y [ A and for all U [ U, if Ui(x) [ Ui(y) for all

individual i, then xPUy

This axiom says that if every individual in society gets more utility from

alternative x than y, then x is strictly socially preferable to y. In other words, if all

individuals are unanimous in preferring x to y, the social preference order should

respect this fact.

Apart from U, the above axioms are all to do with how society’s preference over

alternatives should depend on the utilities that the alternatives bring to the

individuals in society. The ethical appeal of axioms A, WP and PI is obvious. I’s

appeal may be less obvious; it is best thought of as a consistency requirement on the

construction of the social preference order.

Another set of axioms on the SWFL, introduced by Sen (1970, 1977), have a

quite different motivation. These axioms derive from the assumptions about the

nature of utility that we wish to make; in particular, about what type of scale utility

is measured on, and about whether utility is interpersonally comparable. Recall that

the input to the SWFL is a profile of utility functions, each of which assigns a real

number to each social alternative. Clearly, there is a question about what these

utility numbers actually mean, and about whether they are interpersonally

comparable. For example, if alternative x brings 10 utils to individual I1 and 5 to

individual I2, can we say that in x, I1 is better off than I2? If so, can we also say that

I1 is twice as well off as I2?

Following Sen (1970), different answers to these questions can be captured by

considering the set of transformations which may be applied to a profile of utility

functions, without loss of information. Consider a profile of two utility functions

hU1, U2i. Suppose we hold that utility is only ordinally measurable,9 and cannot be

compared interpersonally. This assumption, known as ‘ordinal non-comparability’

(ONC), implies that each individual can apply any increasing transformation to his

utility function, without loss of information. For example, individual I1, with utility

function U1, might apply the transformation: V1 = (U1)2 ? 10, while individual I2

might apply the transformation V2 = 2(U2). Under the ONC assumption, the

transformed utility profile hV1, V2i contains exactly the same information as the

original profile hU1, U2i. It thus makes sense to require that F, the SWFL, yield the

same social ordering when applied to the profiles hU1, U2i and hV1, V2i. This can be

9 ‘Ordinally measurable’ means that utility assignments are mere representations of preference orderings,

and do not capture intensity of preference. So utility differences are not meaningful, i.e. it makes no sense

to ask whether an individual’s preference for x over y exceeds his preference for y over z.
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captured by saying that F should be invariant with respect to ONC transformation,

an axiom that we will denote by ONC.

The ONC axiom is very strong—it requires that F yield the same social

ordering for any two profiles that are ONC transforms of each other. There are

numerous alternatives to ONC. Suppose we make the polar opposite assumption

about utility, namely, that actual utility numbers are meaningful. This means that

utility is absolutely measurable and fully comparable (AFC)—so both utility

levels and utility differences are intra- and interpersonally comparable. The AFC
assumption means that the only transformation that can be applied to a utility

function, without loss of information, is the identity transformation; this implies

no restriction at all on F. This illustrates a general point: the smaller the class of

allowable transformations of the utility functions in a profile, the weaker the

restriction on the SWFL. In the limiting case of AFC, the set of allowable

transformations is a singleton set, which induces no restriction on the SWFL. In

the case of ONC, by contrast, the set of allowable transformations is large, and

the restriction on the SWFL is considerable.

There are many invariance requirements that are weaker than ONC but stronger

than AFC. Two examples are cardinal measurability will full comparability (CFC),

and cardinal measurability with unit comparability (CUC). ‘Cardinal measurabil-

ity’ means that utility is measured on a cardinal rather than an ordinal scale, so

differences in utility are meaningful10; thus only positive linear transformations of

utility functions are allowed, i.e. transformations of the form Vi = a Ui ? b, where

a [ 0. ‘Full comparability’ means that both utility levels and utility differences are

interpersonally comparable—thus the same positive linear transformation must be

applied to every individual’s utility function. ‘Unit comparability’ means that utility

differences are comparable but levels are not—thus different transformations can be

applied to the individuals’ utility functions, so long as they have the same slope, i.e.

each individual i can apply a transformation of the form Vi = a Ui ? bi, for some

fixed number a [ 0.

Finally, if utility is ratio-scale measurable, then only transformations of the form

Vi = a Ui, a [ 0, are allowed—which means that the utility scale has a natural zero

point. Thus it makes sense to say that an individual’s utility in alternative x is twice

his utility in alternative y (an assertion which makes no sense under the CUC and

CFC assumptions). If each individual is permitted to apply a different ratio-scale

transformation, the resulting axiom on the SWFL is known as ratio-scale non-
comparability (RNC); if all must apply the same ratio-scale transform, then we have

ratio-scale full comparability (RFC).

Note that the above invariance axioms bear logical relations to one another. Thus

for example CUC implies CFC, and OFC implies all of the other axioms. The

reason is obvious: OFC requires the SWFL to be invariant with respect to a very

large class of transformations; so any SWFL that satisfies this requirement

automatically satisfies invariance with respect to proper subsets of that class. (See

10 Temperature in degrees celsius (or farenheit) is an example of a quantity that is measured on a cardinal

scale.
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the Appendix for a formal statement of the different invariance requirements

discussed above).

The question of which assumption about the measurability and comparability of

utility is most appropriate, and thus which invariance axiom we should impose on

the SWFL, is a difficult foundational issue, much debated in the literature.

Fortunately, we do not need to resolve the issue here.

Utilitarianism

According to orthodox utilitarianism, social alternatives should be evaluated by the

total utility they bring to all individuals in society; a variant of the doctrine holds

that average utility, rather than total utility, is what matters.11 So in effect,

utilitarians claim that social choice should aim to maximise ‘social utility’, where

this quantity is defined as the total, or average, of individual utilities.12 Note the

analogy between this utilitarian claim and the biological claim discussed in the

section ‘‘Michod’s model for evolution of multi-cellularity’’, that group fitness

equals the total, or average, of individual fitnesses.

In terms of the social choice framework employed above, utilitarianism is the

doctrine that the SWFL should be utilitarian, which means that the social preference

order must rank social alternatives by the total utility they bring. More precisely:

The SWFL F is utilitarian iff for all U [ U, and for all x, y [ A, xRUy iffP

i

Ui(xÞ�
P

i

Ui(yÞ

Social choice theorists have devoted considerable effort to studying the

conditions under which the SWFL is utilitarian, in order to clarify, and in some

cases defend, the doctrine of utilitarianism. Typically, their aim is to produce

‘characterization theorems’ which show that if the SWFL satisfies certain axioms,

then it must be utilitarian.13 For someone who regards the axioms in question as

compelling, such a theorem would constitute an argument for utilitarianism. A full

discussion of the literature on axiomatic utilitarianism will not be undertaken here;

rather, I briefly sketch some main results, and highlight points that will be relevant

when we turn to an evolutionary interpretation of social choice theory.

One of the best known characterization theorems for utilitarianism is due to

d’Aspremont and Gevers (1977). They showed that iff a SWFL satisfies the

axioms U, I, P, A, WP and CUC, then it is utilitarian. Recall that U
(Unrestricted Domain), I (Independence of Irrelevant Alternatives) and P (Pareto

Indifference) are the fairly uncontroversial ‘welfarist’ axioms, which imply the

irrelevance of non-utility information to social choice. A (Anonymity) reflects a

commitment to impartiality, while WP (Weak Pareto) seems clearly ethically

11 Obviously, average utilitarianism and total utilitarianism co-incide if the population size is fixed.
12 ‘In effect’ because the actual definition of utilitarianism adopted here makes no explicit reference to

social utility, but only to a social preference order.
13 See for example d’Aspremont and Gevers (1977), Maskin (1978), Roberts (1980) and Sen (1977).

Good surveys of these theorems are given by Roemer (1997) and Blackorby et al. (2002).
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sensible. However, the CUC axiom is more controversial; an opponent of

utilitarianism can fairly ask why we should posit a notion of utility that satisfies

this particular measurability and comparability assumption, rather than some

other?

A different characterization of utilitarianism that partly addresses this worry is

due to Maskin (1978). His theorem requires U, I, P, A, WP plus additional axioms

including a rather controversial continuity axiom, but uses the weaker assumption of

CFC rather than CUC. Arguably, the CFC assumption is more reasonable, as

Maskin suggests and as Roemer (1997) argues in detail. Recall that invariance with

respect to CFC transformations means that if all individuals apply the same positive

linear transformation V = a U ? b to their utility function, then the SWFL must

produce an unchanged ranking. This requirement would be reasonable, Roemer

argues, if we thought that utility came in ‘degrees’ that could be measured on an

interval scale (like temperature �C or �F), which is reasonably plausible. By

contrast, it is harder to conceive of a notion of utility that would motivate the CUC
assumption, which allows different individuals to add different constants to their

utility functions. So the informational assumption of Maskin’s theorem is more

reasonable than that of d’Apremont and Gevers; but the flipside is that the theorem

invokes additional, more controversial axioms.

One important question is whether there are any characterizations of utilitari-

anism that rely on weaker informational assumptions than CFC.14 In particular,

what happens if we assume instead RFC? (Recall that under RFC, the permissible

transformations are those that multiply everyone’s utility function by the same
positive constant). Making the RFC assumption is tantamount to hypothesizing that

utility is a quantity similar to length—there is a natural zero point, but the unit of

measurement (e.g. cm or inches) is arbitrary. Roemer (1997) notes that if RFC is

assumed instead of CUC, then the d’Aspremont and Gevers’ theorem does not go

through—i.e. the axioms U, I, P, A, WP and RFC do not entail utilitarianism.

Work by Roberts (1980) and Blackorby and Donaldson (1982) shows that the RFC
assumption puts only mild constraints on the SWFL, constraints that fall far short of

uniquely picking out the utilitarian SWFL.

To summarize, the existing characterization theorems for utilitarianism undoubt-

edly tell us something interesting. The overall moral is that the informational

assumptions that one starts with are crucial. If one posits a notion of utility that

satisfies CUC, then utilitarianism follows from quite weak, intuitively acceptable

axioms (U, I, P, A and WP). If one posits a notion of utility that satisfies RFC, a

much weaker assumption, then those additional axioms do not entail utilitarianism.

If one posits a notion of utility that satisfies CFC (a weaker assumption than CUC,

but stronger than RFC), then utilitiarianism can be derived, but stronger additional

axioms are needed.

14 Blackorby et al. (2002) offer a characterization of utilitarianism that does not rely on any informational

assumptions, but instead uses an axiom called ‘incremental equity’ (I.E.). This axiom requires that the

SWFL be impartial with respect to utility gains and losses, i.e. transfers of utility between individuals are

a matter of social indifference. However, as they note, I.E. is conceptually extremely close to

utilitarianism itself, which is a major disadvantage.
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Utility and fitness

There is an interesting analogy between the concept of utility in economics/decision

theory and the concept of fitness in evolutionary biology, as has often been noted

(Stearns 2000; Grafen 1999; Dawkins 1995; Skyrms 1996; Orr 2007; Okasha 2007).

This is because optimization, or maximisation, is central to both areas. Utility is the

quantity that is maximised by rational agents, according to orthodox decision

theory; fitness is the quantity that is maximised by the evolutionary process,

according to orthodox Darwinism. Just as rational choice theorists argue that much

human behaviour can be explained by the hypothesis of utility-maximisation, so

evolutionary theorists argue that much animal behaviour (and other aspects of

phenotype) can be explained by the hypothesis of fitness-maximisation.

The utility/fitness analogy does not mean that an agent who seeks to maximise

their utility will thereby maximise their biological fitness; this is certainly not true,

given the actual preferences of many people. Rather, the idea is that utility and

fitness play structurally similar roles in the respective theories in which they feature.

A clear example of this is the way that evolutionary game theory was developed

from classical game theory by replacing utility payoffs with fitness payoffs, and

replacing the Nash equilibrium concept with the evolutionary equilibrium

concept.15 Another example is the interesting parallel between the theory of

decision-making under uncertainty in economics, and optimal foraging theory in

biology (Orr 2007). Just as economists often explain risk-averse investment

decisions by invoking diminishing marginal utility of money, so evolutionists often

explain risk-averse foraging behaviour by invoking diminishing fitness gains of

additional consumption. Again, utility and fitness are playing isomorphic roles.

There are actually two ways that the link between utility and fitness can be

articulated. Consider an individual faced with a choice between five alternatives (a,

b, c, d, e), and a utility function defined over them. There are two possible

evolutionary analogues of this situation. The first is to consider an individual

organism, endowed with behavioural plasticity, faced with a choice between five

alternative courses of action which affect its biological fitness.16 The fitness

function specifies how much fitness each alternative brings to the individual. The

second is to consider a population of organisms of different types, with hard-wired

behaviour; an organism’s ‘type’ is determined by which behavioural alternative (a,

b, c, d, e) it performs. So the fitness function specifies the fitness of the different

phenotypes in the population. In this case, the choice between the alternatives is

made by natural selection, acting inter-generationally; in the first case, the choice is

performed by an individual organism within its lifetime—though of course, its

choice behaviour may be influenced by the past action of natural selection. These

two cases represent different, but equally legitimate, ways of developing the

analogy between utility and fitness.17

15 See for example Maynard Smith and Price (1973). Skyrms (1996) and Gintis (2000) contain good

discussions of the move from classical to evolutionary game theory.
16 ‘Course of action’ can be interpreted very broadly here; for example, a particular developmental

pathway in ontogeny could count as a course of action.
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One immediate issue that arises, in trying to understand the utility/fitness link,

concerns measurement scales. Utility is typically measured on either an ordinal or a

cardinal scale, i.e. one that permits either all positive transformations, or only

positive linear transformations; though one might defend other measurability

assumptions. What sort of measurement scale is appropriate for fitness? The answer

depends. If by fitness we mean absolute number of offspring (what is sometimes

called ‘lifetime realized fitness’), then clearly an absolute measurement scale is

needed, i.e. no transformations allowed, as the fitness value is numerically

meaningful. However, what really matters to evolution is relative fitness, i.e.

reproductive output relative to others, so multiplying all fitnesses by the same

positive constant makes no difference to the evolutionary outcome. Therefore, ratio-

scale measurement is appropriate for fitness, as Grafen (2007) notes.18

In many evolutionary contexts, the distinction between absolute and relative

fitness does not matter; this is because standard evolutionary models typically make

assumptions (such as an infinite population) which ensure that the type with the

highest absolute fitness will have the highest relative fitness. Modulo such

assumptions, it is legitimate to use absolute fitness as the criterion of evolutionary

success, but relative fitness is the real criterion.

Suppose we grant the link between utility and fitness. A natural next step is to

compare the relation between individual utility and social utility with the relation

between individual fitness and group fitness. This is an obvious suggestion, for the

notions of social utility and group fitness both arise from considering multi-

individual scenarios, in which there are a number of individuals each with their own

utility function/fitness function. If the suggestion makes sense, then there is a

potential link between social choice theory and multi-level selection theory. In both

cases, we have a notion of welfare—fitness and utility, respectively—that applies at

two hierarchical levels—individuals and groups. In both cases, there exists a

potential trade-off between individual and group welfare, and potential conflicts

between individuals whose welfare functions are different. Structurally, the

situation is the same whether we take ‘welfare’ to mean utility or fitness.

How might this link between social choice theory and multi-level selection

theory be fruitfully exploited? One possibility is this. Recall the issue discussed in

the section ‘‘The relation between individual and group fitness’’, concerning the

relation between individual fitness and group fitness in multi-level selection theory.

As we saw, theorists disagree on whether group fitness should be defined as average

(or total) individual fitness. Conceivably, this tricky conceptual issue could be

illuminated by the link with social choice theory, for the issue bears an obvious

analogy to utilitarianism, the doctrine that social utility is the average or total of

individual utility. Since social choice theorists know a lot about the conditions under

17 The distinction between these two cases is similar to the distinction in evolutionary game theory

between a monomorphic population playing a single mixed strategy, and a polymorphic population

playing different fixed strategies; see Maynard Smith (1982).
18 A ratio scale is one where the permissible transformations are of the form w0 = aw, a [ 0, meaning

that there is zero point; this implies that that levels, differences, and ratios are comparable. Length is an

example of a quantity measured on a ratio scale.
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which the SWFL is utilitarian, ideas from their field may shed fresh light on the

individual fitness/group fitness relation.

Evolutionary interpretation of social choice theory

To proceed, we need to transpose the SWFL framework of the section ‘‘Social

choice theory: a brief introduction’’ to an evolutionary setting; we do this by simply

replacing utility with fitness. As before, we consider a set of individuals S
containing n members; S will be called a ‘group’. As before, there is a finite set of

alternatives A. Each alternative specifies how each member of the group fares, in

some respect. (For example, an alternative might be a particular way of dividing a

finite resource among the group members, or a particular way of allocating tasks to

the group members). Each individual in S has a fitness function w defined over the

alternatives, which specifies its fitness level under that alternative. The fitness

function of the ith individual is denoted Wi, and Wi(x) denotes the fitness he gets

from each x [ A. A profile of fitness functions hW1…Wni is an n-tuple, with one

fitness function for each group member. The profile hW1…Wni will be denoted W,

and the vector hW1(x)…Wn(x)i will be denoted W(x). The set of all possible profiles

of fitness functions is denoted U.

Recall that a SWFL takes as input a profile of utility functions and yields a single

ordering of the alternatives in terms of their ‘social preferability’, i.e. how well they

promote social utility. By direct analogy, we can consider a function which takes as

input a profile of fitness functions, and yields an ordering of the alternatives in terms

of how well they promote the group’s fitness. Call such a function a GFFL (for

‘group fitness functional’). Like its cousin the SWFL, let us denote the GFFL by ‘F’.

As before, if W is a profile of fitness functions, then F(W) is the ordering that F
assigns to W; again, we will write F(W) = RW. Therefore, RW is an ordering of the

alternatives by their group fitness; xRWy means that alternative x brings at least as

much group fitness as y, according to RW. Again, the relations PW and IW are defined

from RW in the usual way, and have their obvious interpretations.

In the section ‘‘Axioms on social welfare functionals’’, we looked at various

axioms on the SWFL that seem ethically reasonable. Are the corresponding axioms

on the GFFL also reasonable? Axiom U (Unrestricted Domain) seems fine—the

GFFL should be defined for all possible profiles of fitness functions. Axiom P
(Pareto Indifference) also seems unexceptionable—if all individuals receive the

same fitness in alternatives x and y, then the GFFL should rank them identically.

The same is true of Axiom I (Independence of Irrelevant Alternatives)—the ranking

of two alternatives x and y should not depend on the fitness levels individuals

achieve in other alternatives. Taken together, axioms U, P and I mean that the

GFFL should be ‘welfarist’, i.e. it should rank any pair of alternatives using only

information about the individuals’ fitnesses in those alternatives—all other

information is irrelevant.

Recall that axiom A (Anonymity) required the SWFL to be impartial, i.e. to pay

no attention to the identity of individuals. The corresponding axiom on the GFFL

will often be reasonable. For example, if there are five individuals in a wolf-pack, it
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may well make no difference, so far as ‘pack fitness’ is concerned, whether the

profile of individual fitnesses is h2,3,1,0,0i or h0,0,1,3,2i.19 Finally, the WP (Weak

Pareto) axiom also seems reasonable. If all individuals receive higher fitness under

alternative x than y, then the GFFL must surely rank x above y, i.e. must judge that x
brings more ‘group fitness’ than y.

Next, we need to consider which invariance axiom is most appropriate for the

GFFL; this depends on which assumptions about measurability and comparability of

fitness are deemed appropriate. Since relative fitness is what matters to evolution,

this means that ratio-scale measurement is appropriate—so either RFC or RNC is

the required invariance axiom. Of these two, RFC is clearly the right choice—for

assertions such as ‘in alternative x, the relative fitness of individual 1 is twice that of

individual 2’ are meaningful; so the only permissible ratio-scale transformations are

those that multiply all fitness functions by the same positive constant. Unlike in the

case of utility, the appropriate measurability/comparability assumption for fitness,

and thus invariance axiom, is fairly easy to determine.

Recall that a utilitarian SWFL is one that ranks any two alternatives by the total

utility they bring. By direct analogy, let us define a ‘fitnessarian’ GFFL to be one

that ranks any two alternatives by the total fitness they bring to all group members.

More precisely:

The group fitness functional F is fitnessarian iff for all W [ U, and for all x,

y [ A, xRWy iff
P

i

WiðxÞ�
P

i

WiðyÞ

The notion of a fitnessarian GFFL allows us to forge a link with the discussion in

the section ‘‘The relation between individual and group fitness’’, about whether or

not group fitness, in multi-level selection theory, should be defined as total

individual fitness. The claim that it should be so defined is tantamount to the thesis

that the GFFL is fitnessarian. Those theorists who hold, for various reasons, that

group fitness should sometimes not be defined as total individual fitness, are saying

that the GFFL need not be fitnessarian. This controversial debate can now be

partially resolved, by drawing on the characterization theorems for utilitarianism

discussed previously.

If the foregoing is correct, the following axioms on the GFFL are acceptable: U,

P, I, WP, A and RFC. Importantly, these axioms do not guarantee that the GFFL is

fitnessarian, as noted at the end of the section ‘‘Social choice theory: a brief

introduction’’. So a theorist who holds that group fitness must be defined as total

individual fitness, is (implicitly) invoking constraints on the GFFL that go beyond

these six axioms. Conversely, if these six axioms are the only legitimate constraints

on the GFFL, it follows that the GFFL need not be fitnessarian, which means that

those theorists who argue that group fitness is not total individual fitness are

defending a logically coherent view.

To yield the result that the GFFL is fitnessarian, the RFC axiom would have to be

strengthened to CUC (and the U, P, I, WP and A axioms retained). Alternatively, if

19 Though exceptions are certainly possible. For example, permuting the fitnesses among group members

may alter the sex ratio in future generations, thus affecting group fitness in the long-run. Thanks to a

referee for this observation.
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the RFC axiom were strengthened only to CFC, and additional axioms added,20 this

would also guarantee that the GFFL is fitnessarian, as the characterization results for

utilitarianism teach us. However, it is hard to think of a convincing argument for

imposing the CUC or CFC axioms on the GFFL. For it is simply untrue that two

fitness profiles which are related by a CFC transformation contain the same

information. So there is no obvious justification for requiring that the GFFL be

invariant with respect to CFC transformations; the same is therefore true of CUC

transformations (for they include CFC transformations). This consideration lends to

support to the view that group fitness, in multi-level selection theory, need not be

defined as total individual fitness.

However, there is one possible argument in favour of CFC, rather than RFC,

drawn from considerations of evolutionary dynamics. As is well-known in the

literature on evolutionary game theory, if the fitness of every individual in a

population is subjected to the same positive linear transformation, of the form

w0i = awi ? b with a [ 0, then in certain respects, the dynamics will be unaltered

(Weibull 1995; Hammond 2005). Specifically, the equilibria will be the same, i.e.

the population will evolve to the same final position, but at a different rate. So if

one’s concern was solely with evolutionary equilibrium, one might well argue that

CFC is the appropriate invariance requirement, which would potentially pave the

way for an argument that the GFFL should be fitnessarian.

Despite this consideration, I continue to think that RFC, not CFC, is the correct

invariance requirement. For the rate at which a population evolves is an important

parameter; equilibrium is not all that matters. Consider a transformation of the form

w0i = awi ? b. By choosing a large enough value for b, we can transform a

population undergoing intense natural selection, with large selection coefficients,

into one undergoing extremely weak selection, with negligible per generation

change. Surely such a transformation involves the loss of evolutionarily relevant

information—for the strength of selection in a population is a matter of objective

fact, not convention. Therefore, while multiplying all fitnesses by a positive number

is acceptable, adding a constant to all fitnesses is not.

To summarize, our social choice framework can be given an evolutionary

interpretation, by replacing utility with fitness and replacing the SWFL with the

GFFL. Many of the conventional axioms on the SWFL, in particular the three

‘welfarist’ axioms U, I and P, and the WP and A axioms, seem clearly reasonable

for the GFFL. Matters are different regarding the invariance axioms. Unlike in the

case of the SWFL, the appropriate invariance axiom for the GFFL is easy to

determine: RFC. This axiom, combined with the previous five, does not ensure that

the GFFL is fitnessarian (which is the analogue of the SWFL being utilitarian). Only

if the CUC or CFC axioms were defensible would there be a strong argument for a

fitnessarian GFFL; but fitness profiles that are CUC or CFC transforms of each other

are not equivalent. One possible argument for CFC, based on dynamical

considerations, was broached, but it is not especially convincing. Overall, these

considerations support the view that the GFFL need not be fitnessarian, and thus that

20 See Sect. ‘‘Axioms on social welfare functionals’’.
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group fitness need not be defined as total individual fitness in multi-level selection

theory.

Michod’s model re-visited

In the section ‘‘The relation between individual and group fitness’’, we examined

Michod’s model for the evolution of multi-cellularity, noting that the model

employs a notion of group fitness G which is not defined as total or average

individual fitness; this fact is essential to the model’s workings. Can the social

choice considerations above shed any light on Michod’s model?

Recall how Michod’s model works. Each cell in the group can invest in viability

(vi) and fecundity (bi); its individual fitness (vibi) is the product of its investment in

each. The fitness of the group G is defined as VB, i.e. the product of the total

investment in viability V and total investment in fecundity B, where V =
P

vi and

B =
P

bi; this quantity is not equal to average individual fitness C. (See the section

‘‘The relation between individual and group fitness’’; Table 1). The optimal value of

G for a group is then calculated; it is assumed that (group-level) selection will

achieve this optimum.

To recast this as a social choice problem, suppose for simplicity that there are just

two cells in the group. Suppose that each cell can invest either 3 in v and 2 in b, or 2

in v and 3 in b; this reflects the intrinsic trade-off between investment in the two

fitness components. Seen from the group’s perspective, there are thus four social

alternatives to choose between—a, b, c, d—as shown in Table 3 below.

Table 3 shows, for each alternative, the average cell fitness and the group fitness

that result. Note that the average cell fitness is constant—for in each alternative,

every cell has an individual fitness of 6. However, group fitness G is highest in

alternatives b and c. This is because in these alternatives, there is a division-of-

labour—one cell invests more in viability, the other in fecundity. Note also that it is

because Michod does not define group fitness as average or total individual fitness,

that group fitness comes out higher in alternatives b and c than in a and d.

When Michod’s model is recast in this format, it becomes apparent that the

model entails a violation of the Pareto Indifference (P) axiom. To see this, compare

alternatives a and b. Each individual (cell) has a fitness of 6 in both a and b, so each

is indifferent between the two alternatives. However, group fitness is higher in b

than in a—so the group is not indifferent between them. More precisely, if the GFFL

orders the alternatives by their group fitness as defined by Michod, then the GFFL

must violate Pareto Indifference. Similar reasoning shows that the WP (Weak

Table 3 Michod’s model cast

as a social choice problem
Cell 1 Cell 2 C (av. cell fitness) G (group fitness)

a (2v, 3b) (2v, 3b) 6 6

b (2v, 3b) (3v, 2b) 6 6.25

c (3v, 2b) (2v, 3b) 6 6.25

d (3v, 2b) (3v, 2b) 6 6
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Pareto), and I (Independence of Irrelevant Alternatives) axioms must also be

violated. It follows that Michod’s model is not ‘welfarist’, i.e. information about the

fitness of each individual is not all that is needed to rank a pair of alternatives. This

is quite intuitive—for as the definition of G makes clear, information about the

components of individual fitness is also relevant.

The violation of the two Pareto conditions (P and WP), in particular, is quite

striking. For these conditions seems like entirely unexceptionable requirements on

the GFFL, as noted in the section ‘‘Michod’s model re-visited’’, as they are on the

SWFL. The Pareto conditions help capture the idea that the group’s welfare (utility

or fitness) should depend positively on the welfare of the individuals. In the ethical

case, this seems obvious; in the biological case, it also seems reasonable. It would

be rather odd to argue that if all the wolves in a wolf-pack enjoyed the same fitness

in two alternative states, that one alternative was nonetheless better for the whole

pack; or that if all the ants in a colony had exactly the same fitness whether the sex

ratio was 80:20 or 60:40, that the colony as a whole does better with 80:20. And yet

that is what the violation of the Pareto conditions amounts to. By permitting such

Pareto-violations, Michod’s model is in effecting positing a notion of group welfare

which ‘floats free’ from the welfare of the constituent individuals.

I suggest that the notion of a Pareto-violation (whether of P, WP, or both) can

help illuminate Michod’s notions of ‘fitness decoupling’ and ‘fitness exporting’.

Recall that according to Michod, during an evolutionary transition the fitness of the

group is ‘decoupled’ from the fitness of its constituent individuals. In the early

transitional stages, group fitness is simply the same as total individual fitness, he

claims; but as the transition proceeds, the fitness of the group becomes decoupled

from the individual fitnesses; once the transition is complete, the individuals cease

to have fitness altogether—they are mere parts of a fitness-bearing whole. Fitness

has been ‘exported’ to a new hierarchical level.

Michod’s theory is compelling, but he does not supply a precise account of what

‘fitness decoupling’ amounts to, or when exactly it occurs. I suggest that violation of

the Pareto conditions can supply the answer. For Pareto violation means that the

group’s welfare does not depend directly on the welfare of its constituent

individuals. Plausibly, this is necessary for the group to be a genuine Darwinian

unit, with its own evolutionary interests, that are not reducible to the interests of its

constituents. Where the Pareto conditions are satisfied, this means that the group’s

welfare is tightly dependent on that of its constituents—and thus that the group is

not a self-standing, autonomous unit. I suggest, therefore, that violation of the

Pareto condition(s) constitutes a precise explication of Michod’s somewhat

metaphorical notion of ‘fitness decoupling’.

Construing Michod’s notion this way helps drive home the fact that individual

selection alone cannot drive an evolutionary transition; a component of group

selection is necessary. Consider again Table 3 above. Since each individual receives

the same fitness in alternatives a and b, it is impossible that starting from a, pure

individual selection could lead the individuals to alter their behaviour so as to bring

about b. A component of group selection is essential. Moreover, this has to be ‘type

2’ group selection in the terminology of Damuth and Heisler (1988), i.e. group

selection of the sort that involves groups ‘making more’ groups; for in ‘type 1’
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group selection, group fitness is defined as total (or average) individual fitness—and

in that sense of group fitness, the four alternatives in Table 2 all have identical

group fitness. This point tallies with an earlier argument of Okasha (2005), that

evolutionary transitions always involve ‘type 2’ group selection.

It is important not to confuse the notion of a Pareto-violation with the familiar

point that individual and group interests may clash, which is quite different. The

latter point is normally illustrated with the tragedy of the commons, or the one-shot

Prisoner’s dilemma, in which individual self-interest leads to an outcome that is

sub-optimal for the whole group. But in these examples, the notion of group fitness

at work is total individual fitness, and there is no Pareto-violation. The point is

precisely that individual selection leads to an outcome that fails to maximise total

individual fitness. By contrast, a Pareto-violation can only occur if a notion of group

fitness is posited that is distinct from total individual fitness.

Explicating Michod’s ‘fitness decoupling’ in terms of Pareto-violation helps

shed light on the relation between the traditional levels-of-selection discussion and

the more recent work on evolutionary transitions. These two topics are linked but

distinct; for the former deals with selection and adaptation at pre-existing

hierarchical levels, while the latter deals with the evolution of the biological

hierarchy itself (Okasha 2005). I suggest that Pareto-violations occur primarily

in cases of evolutionary transitions, where there is a shift in the level of

biological individuality. In more mundane levels of selection problems, where

evolutionary transitions are not in the picture, it is much less easy to see how

group welfare can ‘float free’ of individual welfare, in the manner permitted by

Pareto-violation.

This hypothesis, if correct, helps explains why the Pareto axioms P and WP
seemed so obviously acceptable, at first blush. The explanation is that normally

when we consider a multi-level scenario, e.g. individuals living in groups, we do not

envisage that a process is underway in which the individuals will cease to be

evolutionary units, and become mere parts of a larger unit. Rather, we assume that

the individuals, while living in a social group, have not sacrificed their status as

independent Darwinian units completely; this is clearly the right way to think about

many multi-level scenarios, e.g. the wolf pack and ant colony examples above. So

we are reluctant to allow a notion of group welfare according to which one

alternative might be better for the group than another, despite all individuals faring

the same in both alternatives. If this is right, the presence or absence of Pareto-

violations provides a possible benchmark for distinguishing ‘traditional’ levels of

selection cases, where selection operates at multiple levels but there is no ‘fitness

decoupling’, from cases of evolutionary transition.

Conclusion

This paper has tried to develop, and exploit, a thematic connection between multi-

level selection theory and social choice theory. The connection arises because utility

in rational choice plays a structurally similar role to fitness in evolutionary biology.

So it is natural to posit that the relation between individual utility and social utility
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is analogous to the relation between individual fitness and group fitness. This raises

the prospect of using the work by social choice theorists on the individual utility/

social utility relation to help illuminate the individual fitness/group fitness relation;

the latter relation is not well-understood and has been the source of much confusion

in evolutionary theory.

The main lesson is that is no reason why group fitness must be defined as average

or total individual fitness, as it normally is. Such a definition is analogous to the

utilitarian definition of social utility; and there exist various characterization

theorems purporting to show that utilitarianism is the only SWFL satisfying

‘reasonable’ axioms. However, these theorems rely essentially on assumptions

about the measurability/comparability of utility (CUC or CFC), the analogues of

which are not defensible in the biological case. The appropriate measurability/

comparability assumption for fitness (RFC), combined with the other standard

axioms, does not entail that the group fitness functional (GFFL) should be

‘fitnessarian’, i.e. should order alternatives by the total fitness they yield. So the

door is open to those theorists who posit a notion of group fitness distinct from

average or total individual fitness.

Michod’s model for the evolution of multi-cellularity is one of the few explicit

models in the evolutionary literature that does not define group fitness as total or

average individual fitness. When Michod’s model is cast in a social choice

framework, it becomes apparent that the model violates the Pareto axioms P and

WP, as well as others that are usually considered ‘reasonable’. This in turn suggests

a relation between Pareto-violation and Michod’s notion of ‘fitness decoupling’, and

helps highlight the difference between multi-level selection and evolutionary

transitions.

Whether or not the particular conclusions reached above are correct, I hope that

my analysis highlights the potential for forging further connections between

evolutionary theory and rational choice theory.
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Appendix: Invariance requirements on the social welfare functional

Ordinal non-comparability (ONC)

For all profiles hU1…Uni and hV1…Vni [ U, if there exist increasing functions

u1…un such that Vi = ui(Ui) for all i, then for all x, y [ A, xRUy iff xRVy

Cardinal full comparability (CFC)

For all profiles hU1…Uni and hV1…Vni [ U, if there exist real numbers a and b,

a [ 0, such that Vi = aUi ? b for all i, then for all x, y [ A, xRUy iff xRVy
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Cardinal unit comparability (CUC)

For all profiles hU1…Uni and hV1…Vni [ U, if there exist real numbers a and

b1…bn, a [ 0, such that Vi = aUi ? bi for all i, then for all x, y [ A, xRUy iff xRVy

Ratio-scale non-comparability (RNC)

For all profiles hU1…Uni and hV1…Vni [ U, if there exist positive real numbers

a1…an, such that Vi = aiUi for all i, then for all x, y [ A, xRUy iff xRVy

Ratio-scale full comparability (RFC)

For all profiles hU1…Uni and hV1…Vni [ U, if there exists a real number a [ 0,

such that Vi = aUi for all i, then for all x, y [ A, xRUy iff xRVy
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